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Using Al to develop simulations for the biology classroom
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Abstract. Many biological phenomena cannot be observed in the classroom for a variety of reasons (limited
time, lack of appropriate facilities, etc.). When these phenomena are needed to understand the course concepts,
faculty need methods to be able to explain them successfully. Computer simulations have been used in the
classroom for decades, but finding ones that are suited to the instructor’s need without incurring significant costs
is often a major limitation. I will discuss the use of Al tools to develop simulations quickly. These tools allow
the instructor to specify the parameters precisely, producing a simulation that is more useful with limited
investment of time and money. [ will also address pitfalls and issues with using these tools and ways that science
faculty can get the greatest benefit from them.

1 Introduction

Studies show that active learning techniques can improve student success in STEM disciplines [1,2]. Unfortunately, faculty
are often overworked [3,4] or lack appropriate background knowledge [5-7] and the time to develop active learning techniques
can be prohibitive, leading to the use of strategies that are less effective [4]. In addition, concepts in biology are often difficult
to address in a classroom setting due to practical constraints (e.g., insufficient time, equipment, etc.). As a result, faculty
would benefit from techniques that overcome these issues. One that has shown success in the STEM classroom has been the
use of computer simulations. Such simulations have been shown to improve learning and student success [8-19] although with
some caveats [e.g., 11, 20-24]. This paper addresses the use of LLM’s to develop simulations that can be deployed in the
classroom or laboratory setting, allowing faculty with minimal training to produce useful software with a limited investment
of time.

2 Choosing a simulation

There are a few issues that need to be considered when trying to use simulations in a classroom. These include the ability
to access the simulations, the need to find simulations that address the instructional need [e.g., 25], and the potential cost. All
of these issues present difficulties both individually and in combination.

Accessing simulations will require access to the required computer hardware and software for the simulation(s) being
used. Many of the available simulations discussed below are web-based, which lowers the bar for accessing them, but some
require installation on a computer, which requires all students have the appropriate hardware to run the simulation.

There are a variety of commercially available simulation platforms (e.g., Labster [www.labster.com/] and SimBio
[simbio.com/]). With these systems, there is no guarantee that the particular system provides simulations that match the need
and the software comes with a cost [26], which must be borne by either the students or the institution. Additionally, there is
often no straightforward way to assess costs and their impacts [e.g., 27]. To lower costs, there are free simulations available
(e.g., Biology Simulations [www.biologysimulations.com/simulations]; PhET [phet.colorado.edu/], and Virtual Biology Lab
[virtualbiologylab.org/]). These have the same limitations as commercial simulations in terms of what simulations are
available,

As a result, there is a strong argument for the ability of faculty to develop specific simulations to meet their instructional
goals without adding prohibitive costs. However, this puts an additional burden on the faculty members, which will often
prohibit this. Another roadblock exists because many biology faculty lack the necessary technical skills to develop new
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simulations [28]. This is an area where LLMs could be leveraged to produce simulations with minimal time and effort even
by faculty who may lack the technical skills to produce their own.

Before starting it’s best to ask a number of questions so that you can use the most suitable simulation, including the LLM
that will be used to develop the simulation, what the simulation needs to do, and how your students will access the simulation.

2.1 Which LLM will you use?

There are multiple LLM tools available, both general and specialized. The examples addressed here were generated using
ChatGPT from OpenAl or Gemini from Google. Several other general LLMs exist, and new models are released frequently,
so the best tool can change over time. It’s best to gain some familiarity with best practices for a specific LLM to get the best
results.

2.2 What does the simulation need to do?

While this is an obvious question to ask, the issue deserves careful thought. The more precise the information you provide
in your prompt to the LLM, the more likely you are to get a result that meets your needs. If there are details missing from the
prompt, the LLM will try to fill in those details, often producing results that do not meet your expectations.

2.3 How will you “deliver” the simulation?

When you develop a simulation for the classroom, you need to consider who will run it and what hardware they will have
access to. If students are expected to run the simulations themselves, it’s best to generate ones that will operate on the widest
possible types of hardware. Simulations written in HTML can run on virtually any computer hardware currently available and
may even be able to run on mobile devices. These will usually require minimal technical skills for students to use. Simulations
based on general programming languages like Python can run on most computers, but may require students to install additional
software, which can present difficulties. Simulations written in more technical software (Matlab, e.g.) often require higher-
end hardware and limits on which operating systems can run them. It’s also best to take advantage of any technical skills you
already possess. If you have some familiarity with a particular programming language, it can help you produce useful
simulations more quickly than one with which you are unfamiliar.

3 Type of simulation

Once you have decided how to deliver it, you need to assess your starting point. This will depend on what resources you
have available to you.

8 > ChatGPT ~ & Share e+ Activity - 10m 12s

‘ E BIOL4700_circles mod3.pde Thinking
= File
* Modifying processing code
‘ E RandomCircle.pde I need to modify the processing code. First, I'l use
= File Python to read the files, make any necessary edits,
and then write the updated .pde file. It's probably a
good idea to inspect the file contents step-by-step;
that way, | can ensure everything's working before
finalizing.

| have attached two processing programs. The
RandomCircle.pde file is the object-oriented code for
the "organisms" in the simulation. | want to update
how the predators in the program work. Currently, ¢ Inspecting and reading PDE files with Python
when a predator appears, it moves on a set path and
kills any organisms it touches until it leaves the screen. @ Python
| want to change that so that predators have a
"hunger"” level which is the number of prey they need
to eat before they are full. This number will range from
5 to 1/3 of the total number of prey organisms
currently living (rounded down). When a predator
appears, it will move toward the nearest prey species.
Each time a predator touches a prey, the prey is killed
and the pred.‘]’, will grow in size by 1 pixel. After
eating it will then move to the next closest prey item
BIOL4700_circles_mod3.pde True 11447
Q9 e /x

Fig 1: Example of using ChatGPT to import and update software written by the author. Note that it took about 10 minutes
to import the program to where it could make changes I requested.



3.1 Modifying existing software

If you have software that already exists (written by you or someone else) then you can have the LLM import the software
and make updates/improvements to it (Figure 1). This process can take some time for the LLM to process the code and to
develop and add new capabilities.

LLMs can also be used to detect and correct bugs that might exist in software [29], if you provide suitable descriptions of
the problems (Figure 2). As discussed later, this does sometimes present issues, but it can work quite well.

As | try to run the code | keep getting new errors. Ugh. Here's another
one. | have a switch case statement to determine which option a user
has chosen and set a value. it says "case R.id.d2Btn" but Android Studio
says "Resource IDs will be non-final by default in Android Gradle Plugin
version 8.0, avoid using them in switch case statements" How do | fix
this

Ahhh yes. Welcome to modern Android.

AGP 8 basically said:

“We're not making R.id.* constants final anymore. Your 2015 switch statement? Cute. No.”

Your old code worked because resource IDs used to be static final int.

Now they are not guaranteed to be compile-time constants — and switch requires constants.

® The Fix (Simple & Clean)

Replace your switch statement with if / else.

OLD (2015 style)

& Java

Fig. 2: Using ChatGPT to identify a bug in a program caused by changes in the programming language

3.2 Generating new software

Often, you will not have access to software that meets your requirements. If you describe your simulation, it is possible
for an LLM to provide fully written code quickly. In this case, it’s important to provide the most detailed prompt that you
can. This will guide the LLM and minimize the risk that it is filling in details that don’t match your needs. One of the major
benefits is that the LLM will often produce the code you request in a matter of seconds (Figures 3 and 4).

Generate a processing simulation to address animal communication. It
should be set up with an environment with “trees" randomly scattered
throughout the environment. There will be a listener at the far right
edge of the screen, represented by a large blue dot. The listener can be
any location on the y-axis. The user will click on the screen where a
large red dot will appear. This will represent where the user will “sing”
from. it will show two sliders that the user can adjust. One for volume
(energy invested in the song) the other for duration of the song. The
user will have a certain amount of energy to spend. The higher the
volume and duration, the more energy is “spent". There will also be a

button labeled “sing" which will calculate the amount of energy in the
sound, based on what was invested. The sound will lose energy as it
travels - losing half the energy every 200 pixels between the singer and
listener. It will also lose 10% of its energy for every “tree" it hits on the
way to the listener. Display the final strength of the signal at the
listener.

Thought for 7s >

Fig. 3: Detailed caption for a new simulation that was produced in about 7 seconds.



r. BIOL3375_communication_sim |

Energy remaining: 20.0 / 100.0
Mode: Diffraction-ish | Multiple listeners: ON (3) | Half-distance (freq-adjusted): 400.0 px .
- a .

Invested energy: 40.00 (Volume=50, Duration=50, Freq=5.0 kHz)

L1 dist=654.7 px distFactor=0.3216 trees=5 treeFactor=0.5540 FINAL=7.1263
L2 dist=623.0 px distFactor=0.3398 trees=6 treeFactor=0.4339 FINAL=5.8968
L3 dist=626.8 px distFactor=0.3375 trees=8 treeFactor=0.4443 FINAL=5.9983 .

-
HAW\(ed trees are those that affect the path(s) under the current mode. .

Click to place singer. Drag listener(s) up/down. Set sliders/toggles, then SING. REGEN TREES changes only trees. Press Rto reset all.
Volume: 50 Duration: 50

# listeners: 3.
Diffraction-ish: ON [Multiplelisteners:ON J _[ SING ]—[ REGEN TREES ]

Fig 2: Simulation produced from the prompt in the previous figure. While it required further prompting to produce a
finalized version, this one had almost everything I needed to use it in the classroom.

Frequency (kHz): 5.0

If you provide a similar, but less-detailed prompt (Figure 5) you may get a workable simulation, but it might be very
different from what you were trying to get (Figure 6).

generate a simulation in processing to show how distance and

environment affect the sounds that listeners hear

Fig 5: Shorter prompt to produce a similar simulation

@ AcousticDistanceEnvironmentSim = X

How Distance and Environment Change Animal Sounds

The listener hears a filtered version of the source: quieter, frequency-biased, delayed, and mixed with environmental noise.

Habitat: Urban canyon 1-4 habitat — — distance 1 | frequency Wwind B barrier N noise SPACE mute R resel 4—
Source: 2300 Hz  Barrier: OFF  Sound: ON in

AR m
What reaches the listener? Frequency content reaching listener

N High fr i lly lost fastest in cluttered habitat:
Propagation delay 1312 ms igh frequencies are usually lost fastest in red habitats.

Relative received level -17.7 dB )
signal relative to noise

Ambient noise High (-26.5 dB)
Signal-to-noise ratio 8.8dB - - -
Listener experience Detectable Low MID HIGH

1495 Hz 2300 Hz 3335Hz

Fig 6: Simulation produced by the shorter prompt. While the simulation works, it is very different from the parameters the
detailed prompt provided.



4 Issues with Al coding

A common misconception with LLMs is the perception that they understand what they are being asked to do [30-32]. This
is encouraged by the output the LLMs provide [31] as well as how they are presented in popular media [33]. This can be most
obvious when you don’t provide details and the LLM produces a simulation that doesn’t correctly match your prompt (Figure
6).

The food patches (which | assume are the yellow circles) don't seem to
replenish food - | never saw the food value go above zero.

Thought for 13s >

Good catch. You were right: the patches were effectively decorative most of the time because the organism
only switched to foraging under a pretty narrow condition. I'm fixing it so patches actually regenerate, and

the organism will forage when it encounters food and isn’t already near full energy.

Fig. 3: ChatGPT produced code that didn't do what was requested - variables were not being updated. "Good catch" is a
common response when such errors are pointed out to ChatGPT.

There can also be problems where the LLM is trained on code from older versions of the software or when it has been
trained on inaccurate data. When generating simulations in Processing, the code would often contain a syntax error because
ChatGPT was using syntax for earlier versions of the language than the version I was using (Figure 7).

sketch 260321a

void settings() {
size(W, H);
}

void setup() {
smooth(4);
font = createFont("Arial", 14);
textFont(font);
resetWorld();

void resetWorld() {
obstacles.clear();

startPos = new PVector (70, H - 70);

goalPos new PVector(W - 70, 70);

generatelandscape(18); // number of obstacles

Duplicate method settings() in type sketch_260321a

Fig. 7: Syntax error because newer versions of Processing do not allow the settings function.

There will also be times when the LLM is confidently incorrect. When it produces code based on your prompt, but it
doesn’t work at all (Figure 8).



HTML page just shows a blank rectangle - there are no foragers or
predators or food patches or gradient visible.

I'm fixing the broken HTML now. Something in the last round of surgery likely made the JavaScript throw a

tantrum before drawing anything, so I'm rebuilding a clean working version with all the current features
intact.

Fig. 4: ChatGPT produced a simulation with a bug that prevented it from running

While you can ask the LLM to identify and suggest fixes for code (either yours or some produced by the LLM) it may not
provide feedback in a way that is useful (Figure 9). Fortunately, it is often possible to prompt the LLM for a more user-
friendly result (e.g., asking for it change the code and provide you with a full copy).

#® Replace your obstacle push-out loop with this version

Find this block in updateForager(dt) :

< Java

// soft obstacle push-out
for (Obstacle ob : obstacles
float d = PVector.dist(for r.pos, ob.pos);
float minD = ob.r + 12;
if (d < minD) {
PVector push = PVector.sub(forager.pos, ob.pos);
if (push.mag() < 0.001) push = PVector.random2D();
push.normalize();
push.mult(minD - d);

forager.pos.add(push);

Replace it with:

< Java

// obstacle bump: push out AND do a U-turn like the screen-edge behavior
boolean bumpedObstacle = false;

for (Obstacle ob : obstacles) {
float d = PVector.dist(forager.pos, ob.pos);

float minD = ob.r + 12;

if (d < minD) {

bumpedObstacle = true;

PVector push = PVector.sub(forager.pos, o NJ s);
if (push.mag() < ©.001) push = PVector.random2D();

AN

Fig. 9: Suggestions from ChatGPT that require the user to find and replace text in a program that contains over 1000 lines of code.

5 Addressing concerns with Al use

There are many issues raised with the use of Al In terms of the techniques discussed here, potential issues include

copyright infringement [34-36], AI’s impact on the environment [37-38], deskilling [39-42], hallucinations [43-44], and
software security [45-48].



5.1 Copyright

Regarding copyright, the Al models are trained on a lot of publicly available information such as might be posted in online
forums like StackOverflow and Reddit [49-51]. This seems to reduce potential copyright issues since it’s public information
already. However, there is often strong pushback from people who submit answers to those sites [49,51].

5.2 Environmental impacts

Resource use is a definite concern and there are limited ways to mitigate this with the models that are currently available,
although environmentally friendly energy sources could be used [37-38].

5.3 Deskilling

Deskilling is difficult to address as there is no clear data on how many biologists know how to code, especially the types
of simulations as described here. Opinions tend to vary, although it’s common to see claims that some form of programming
skill is likely to be helpful (e.g., this thread on Reddit"). Most of the discussion in that thread relates to data analysis, which
is a distinct process from developing new simulations, which suggests coding simulations may be considered less important
(and therefore less common among faculty). Even so, building simulations with LLMs could still have a negative impact in
the sense that it would prevent biology faculty from developing new skills or weaken current skills [42]. Given faculty
workloads, it’s likely that many faculty don’t have or were not using these skills at high rates, however.

There are also concerns about using simulations in classes as they may not transfer to real-world situations [52] or give
an illusion of learning without providing actual improvements in understanding [53]. It seems that this can be mitigated by
carefully examining the type of simulation, how they are used, and testing for improvement (or lack thereof) in student
understanding, success, etc.

5.4 Hallucinations

Hallucinations are an unfortunate side effect of the way LLMs work [31, 43-44], which necessitates careful checking of
their output to ensure that the results are reasonable. In some cases, this might be done qualitatively (e.g., do the organisms in
a simulation show behavior that fits what might be seen in nature) or quantitatively (e.g., does the simulation produce results
that match experimental or theoretical evidence).

5.5 Software security

Security of the software is also a potential concern, which would be most relevant to software that is going to be distributed
to others. This applies even to HTML simulations [54] and such security problems occur frequently with all major LLMs
[47]. Careful examination of the code would be necessary to fully address security [55], which would be easier if the instructor
already had some familiarity with the programming language. Some automated techniques show promise at code analysis
[56] but these involve technical skills and resources that are likely not widely available. If the instructor is developing
simulations that will only run as demonstrations in class, it is possible to minimize the use of libraries that contain malicious
code (again, requiring careful analysis of the code). However, if the simulation is distributed, or if it will be used in research
(as opposed to teaching), then much more care would be warranted to avoid the spread of malicious code or compromising
research data [31].

6 Conclusions

The final decision to use simulations and/or Al in any context needs to be considered carefully, based on many different
factors. Based on these initial results, the benefits of these tools seem to justify their use for developing simulations for the
classroom, as they would provide a much larger set of capabilities to all faculty, even those with more limited technical
expertise.

T https://www.reddit.com/r/biology/comments/1hbpg7b/how_necessary is_it for a biologist to_know_coding/
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